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Let’s just have a look at who’s doing this in the UK. Basically it’s the mobile operators, and it’s associated with the third generation of mobile telecommunications, which is the second of the digital ones. So we’ve got the usual suspects: Vodafone, a British company; Orange, French; and T-Mobile, German; O2, Spanish; and Three, Chinese; and a conspicuous absence of an American presence there. 
Until quite recently mobile broadband with them was available only on a subscription costing something like £40 a month. A couple of them were doing Pay as You Go for a while at something like £3 or £5 per megabyte, which is really eye-watering expensive; but the prices have taken a tumble very recently, which is doubtless partly to do with why the thing has taken off. When I said the price had taken a tumble, they’re all converging on much of the same kind of thing, so with Three, for £10 a month you can go up to a gigabyte, and for £15 a month you can go up to 3 gigabytes. That’s the subscription. Pay as You Go actually works out at the same rate, so you pay £10 and you get 30 days. When that lapses you’ve got nothing until you put your next £10 in. And that’s the model for a lot of them. So T-Mobile - £2 a day or you can do £10 for a week, or £20 for a month. O2 - again same sort of rates: £2 for a day, £7 for a week, £15 for a month. Vodafone is the interesting one, it’s the joker in the pack, because their Pay as You Go isn’t a system of buying certain number of days, weeks or months. It’s buying a gigabyte. £15 for a gigabite is pretty expensive, but of course what you pay for is the convenience, because there’s no time limit on that. If you’re the sort of user who just envisages using this maybe 2 or 3 times a week to check e-mails or do a bit of surfing, well that £15 will keep you going for months and months, so in that way it works out much cheaper than anything like £10 for 30 days.

Orange are declining to get into the Pay as You Go scene.

So those might not seem particularly cheap, but I can tell you they’re a lot cheaper than what’s gone before.

Now what do you get for your money? Well, it’s tremendously variable. This is a test I did a few days ago under pretty good circumstances. I was getting download speed of 700 kilobits per second, that could go up to 1½ megabits if you’re lucky. Upload speed was particularly good on that day, you know it can be 20 kilobits per second on this. The download speed could be a 100 kilobits per second or less, so it can vary between something pretty good to something worse than dial up. It’s the luck of the draw really. If you’re out in the countryside you daren’t expect anything very much, but in urban areas you can generally get something pretty good, and if you can’t if you move half a mile down the road in the right direction you might find it picks up quite a lot.

If we go back to the second generation back, that’s the first lot of digital telephony, around Europe and large chunks of the world it’s GSM, and the version that was developed for data first time round was called GPRS, and then a souped-up version of that is EDGE. It’s based on this idea of slicing up time. So within a cell, within the area covered by a based station, time is divided into slots and everybody is synchronised with those slots, and if you’re a phone user, a mobile phone user, you are allocated a slot. So let’s say you’re allocated slot 2 then your slot, which is only ½ millisecond wide, comes round every so often. There are 8 slots, so a small pocket of data goes into that, and then you’re off until the next frame, which is 8 slots, comes round and you get your turn again. Another pocket of data in there, and so on. And that’s how the system works in telephony.

To make a system like that carry data the simplest thing is to put data into each of those slots instead of voice data, and that was basically the first approach to making mobile-data communication. But you don’t get a lot because each of those slots, if you do the sums, holds something over a 100 bits, and if you do the sums that works out at an average rate of 22.8 kilobits per second. So one message that comes out from that is actually you can get a perfectly good voice service with a data that is low by data communications or mobile broadband, because if you take one slot of those and use it for data communication instead of voice you’ve got a rate of 22.8 kilobits per second. So voice uses a low data rate, and for mobile broadband you want something with a bit more punch than that. In fact voice is going down. In the third generation, voice communications typically operate in, not slots like that but in a different kind of slot, at 10 kilobits per second, so just giving somebody a voice slot in 3G isn’t going to give them a very impressive data rate for their surfing, e-mail, and what have you.

What could you do to improve it? Well in the first wave of mobile data communications, GPRS, what you do is give your data user more than one slot. You could give them 2 or 3 or 4 slots in each frame, and that then multiplies up the data rate by the number of slots you give them; so that gives you something a bit more useful naturally, but of course you do it at the price of voice users. Now, the fact that you’ve got 8 slots doesn’t mean that you can only have 8 telephone calls or 8 users in a cell, because those slots are actually operating in one particular frequency, but the operators have a clutch of frequencies, and so each one of them gets this 8 way division. [That’s Vodafone re-connecting. Why don’t I leave that; that tells you what life is like in the mobile broadband world.]

They have maybe ten or a dozen frequency bands, each one of which has this 8 way division, so they can cope with more than just 8 users. But there’s no getting round the fact that you’re potentially displacing voice users to serve - to give a decent data rate to - your mobile data users; and that’s a general principle that applies not just here in this 2G but in subsequent generations as well. 
If you look at what customers are charged for the use of mobile services, for texting your customers are paying about £330 per megabyte. You’d have to do an awful lot of texting to run up a megabyte, but it’s pretty lucrative. With your voice calls, you’re charging your customers - it varies from operator to operator - but let’s say 30p per megabyte. Mobile broadband has to be priced to be reasonably competitive with ordinary fixed line, so in these deals that I was showing you earlier that’s working out about 1p per megabyte, and for comparison your fixed line broadband home is around a tenth or two-tenths of a p per megabyte. So displacing your voice users is bad news, because you’re displacing people who are bringing revenue at the rate of 30p per megabyte with people who are bringing revenue at that rate; so whatever you do if you’re a mobile operator you don’t want to sacrifice your voice services. But the trouble is, mobile broadband is a bit of a cuckoo in the nest, because it consumes much more resource than the voice user. (09:11)

Voice and mobile data do though have very different characteristics, which means that for the mobile operator the mobile broadband might not seem so threatening, because a lot of the e-mail and surfing you do is by its nature very bursty, which is unlike voice. So this is me doing some mobile broadband work in London. The red is the download speed, and the blue is the upload speed. What you notice particularly are these great spikes where there's a lot of data, and then there are long periods where there’s nothing is happening, which is just quite unlike voice, because even if nobody is speaking in voice, the voice channel has to be kept open, whereas with this, in this period where I’m not doing anything somebody else can be having their go on the web, or e-mails, and for all I know this spike of data here might have been held up possibly while somebody else was enjoying a spike of data before me. So at least what the mobile operator can do is have some very clever algorithms to determine who amongst the people who are using mobile broadband gets the service, and to stack them up, and every few seconds somebody will get their burst, and then somebody else. It’s quite different from voice, so it doesn’t necessarily encroach on voice in the way you might think, because you can actually, with some fast footwork, juggle your mobile broadband users around so they might have to wait a few seconds and then give them a burst of data. Texting you might be interested to know doesn’t encroach on the voice at all, that’s in a completely different part of the system, so operators are quite happy to see people text as much as they like because it’s lucrative, and it doesn’t displace any of the voice use.

Now, another trick to get the data rate up is what’s called multi-level modulation. You’ll be aware in the digital world we need to represent zeros and ones and the typical way to do it is to take some variable quantities, say voltage, and we assign a certain voltage the status of a zero and another voltage the status of a one. Or if we're actually transmitting wirelessly what you might do is you might take a big amplitude which you can call a 1, and a small amplitude and call that zero; but either way you’ve got some variable quantity and you determine certain values of it and you call those zero or one. 
Now you can actually get the data rate up if instead of using 2 you use say 4 different states or maybe 8 or 16. In that way you can actually increase your throughput in a way that I’ll show you in a minute. So instead of having maybe in wireless, a big wave and a small wave, you might have a big, a not so big, a not so big and a small one, and you’ve got 4 amplitudes to play with instead of just two. That would enable you to get your data rate up. But actually it turns out to be more useful to choose properties that you can vary independently of each other, and there’s a slew. You can vary amplitude independently of frequency, or amplitude independently of phase. There are various ones, but that’s beside the point. The idea though is that you choose things that you can vary independently of each other, and you use these to define states, so I’ve now got four states here A, B, C, and D, and there are four possible ways of arranging two bits of data; so I can assign two bits of data to those, and I can instantaneously flip from any one of these states to any other. So with each change of state I’m pushing through two bits of data instead of one. And you can go on. You could have 16 states, in which case with each state change you get through four bits of data. So that’s another way of pushing up the data rate; and that’s what happens in that system called EDGE that I showed you earlier. That has a system that gives you three bits per state, whereas the telephony just gives you one bit, so you change the state and you get three bits of data for the price of one; so within the space of time where in telephony you would get one bit of data shooting through, you get three bits here. And you can extend this. 

I’m just outlining the repertoire of techniques that have been called on to make this telephone system carry a higher data rate. Something else you can look at is what’s happening behind the scenes. Now I’m not going to unpack this diagram, it’s not worth it, but over there is your user equipment - that’s your mobile hand-held device or your computer with a dongle - and your radio access network, well that’s your base station. But behind all that, there’s this hinterland of stuff that’s some distance away and is doing various things; and then out on the right out pops a connection to the telephone network or to the internet. Now a lot of the decisions about what’s happening at the base station end, a lot of those decisions are being made up here, and there’s a time delay as instructions go backwards and forwards up here. That adds to what we call the latency. It makes everything appear to go slower because decisions are taking a long time. Well what has tended to happen with successive developments is a lot of that decision-making is pushed down to the base station, so in various developments of 3G that I’ll come onto you have a lot of intelligence down at the base station level making decisions a lot quicker. 
This is basically then the repertoire of tricks you have. You cope with many users by slicing up your resource, so in 2G you have time slots, and data users get bigger slices or more slices rather than the voice users. You use multi-level modulation which gives you more data per change of state than the other, and you can reduce inefficiencies in that hinterland of system architecture and reduce the processing overheads; and that has proved to be quite successful.

When you get to third generation instead of slicing the service up by time you use a rather complicated system that I’ll just say a little a bit about. What it does it gives you many more slices, but also it gives you the opportunity of varying the thickness of the slices, so instead of giving people more slices you can also give them bigger slices as well as more slices. It is inordinately complicated, but, as a quick overview, you’re used to the idea of binary data like that. Some signal representing zeros and ones fluctuates up and down like that, and the trick in the system they use with 3G is to take a cluster of those, and say ‘right, well I’m going to represent a one by a particular series of ones and zeros like that’. And to represent a zero I use a different cluster, but a related one. In fact it’s that upside down. And the trick is that every user gets a different code. You have these codes and if you design the codes properly then everybody can be simultaneously using the service, so everybody’s signal is being transmitted at the same time as everybody else’s. They’re all on top of each other. But at the base station, because the base station knows which codes people are using, it’s able to actually pick out each individual person’s signal by looking for those codes. Now part of the way the codes are designed is they have to look like noise to other users. So my code might be that. You would be using a different code, but yours would look like background noise to mine. In mathematical terms there’s no correlation. The codes can be long or short, and all those pulses take the same length of time, so a long code takes a long time, because you have all those pulses to represent say a one or a zero. The long codes are used in telephony because you don’t need a fast data rate. The short codes are used in mobile broadband. Now the long codes are a lot more robust than the short ones, so you can very often get a perfectly satisfactory telephone conversation in 3G in an area where you’ve got a very poor data rate, because the voice is using the really long codes, because each code takes a long time - but that’s all right for voice because it’s a low data rate.

Another thing that happens in 3G is you up the number of states like this, so here we’ve got 16, and the versions coming along could have 64. That kind of representation is a metaphor. If you could actually see the waves it doesn’t look anything like that, but it is a metaphor for how those states relate to each other. What this metaphor captures is the idea of distance, so the idea is that this is closer to that than that is. That’s relevant because this data is being transmitted in a noisy environment. There’s electromagnetic noise all around. Noise corrupts the data, and the effect of that on the user is not that you see a load of gibberish on your screen. What happens is that when corruption of data is produced by noise, the receiver senses that there are errors and puts into action all kinds of error correction, which might mean asking for the data to be resent again, and again, and again, or it might be putting into action all kinds of processor-intensive error-correction procedures, So as far as the user is concerned that noise corruption manifests itself as a slowing down of the data rate. (20:00) The more states you have (so you’ve got 16 there) the more data you get, but it pushes the states closer together, makes them less distinct from each other, and so increases the likelihood that one state is going to be misread for another. So the trade off is, you can have more and more of these states, which gives you more data per change of state, but that increases the likelihood that one state is going to be misinterpreted for another. That brings into play error correction, and slows your data rate down. 
That noise problem means in three generation, in the third generation, the size of the cell is a moveable feast. Close up to the base station, where the signal is quite strong, you can use these high-level advanced modulation methods which have lots of states, That will give you a nice high data rate, because each of those states carries lots of bits. Further out from that, where the signal is weaker, then the noise becomes more significant. You have to fall back onto a system that uses fewer. So out here you’re getting a slower data rate, and then out here at a further distance like that you could fall back on these very few states, and perhaps even two. So your data rate depends very much on how close you are to the base station; so the nice headline figures, impressive data rates in the adverts, those are all actually even close to the base station. Out here at the edge it can be pretty sluggish but you get a perfectly satisfactory telephone call out here right on the edge. So the data rate is very variable depending on all kinds of conditions. 

If you wanted to cover the whole country in high data-rate 3G, then I think you see from that diagram you have to put your base stations a lot closer together. This has implications naturally for the economics of running a service like this. Now this is the current Vodafone system. This is a slice through the middle of England and Wales. The red stuff is what Vodafone call mobile broadband, so that’s where they’ve set up their 3G services, and of course it’s the urban areas - built-up areas. The blue stuff is where you get 2G or nothing. Now, you see all it’s all the rural stuff, and the economics of extending this red to cover all of this, you can see, are pretty horrendous. A question that naturally presents itself is who is going to pay. If you want this kind of universal high data rate, who’s going to pay for it? Currently we have all those five operators I showed you, each one of them wants to make a profit, so if they all want to do it then they’re all going to basically do what each other’s doing - put all their base stations throughout here - to what purpose? Because there are very few people, and they’re not going to make any money from there. People passing through on a train would get the benefit, people in a car, but it’s quite hard to see how you can make it pay, particularly given the way you’ve got to pack the base stations together to get the kind of services that are claimed.

Now a week ago this popped up in the Guardian, in the financial pages, and Vodafone - this is just the highlights of the story - Vodafone and O2 are planning to pool their networks. The idea is instead of them each building out a network, a 3G network, they could perhaps share one between them. Vodafone have been doing a bit of sharing with Orange, that hasn’t worked out, and T-Mobile and Three are planning to share a bit.
Now, this is interesting: ‘Many in the industry believe that the UK has at least one too many networks. For all five mobile companies, the UK is their least profitable European region.’ Now, like I said, those prices that I put up earlier might seem very cheap, but they’re not kind of raking in the money for the operators. T-Mobile is a loss maker. Something I read said that Three was a loss maker as well. So this was a rumour when that story came out last week, yet to be confirmed, but if it goes ahead you’ll have two conglomerates who could potentially extend their network out into the areas that are currently uneconomic for all five competing with each other. 
There is another issue here as well that’s to do with spectrum. The 2G system, when it was set up in this country, used frequencies, a chunk of the spectrum, that’s below a gigahertz, and everybody agrees that that’s actually a better chunk of spectrum, because it travels further, it propagates better and it penetrates into buildings better than the frequencies above a gigahertz. So with 3G part of the issue - beside that issue of the fact that you’ve got to be closer to the base station - is the waves don’t propagate as well anyway. So what Ofcom would like people to do is to re-use some of these low frequencies, the sub one-gigahertz, for 3G in the rural areas. And that’s called re-farming. 

The question, as everybody is concerned with data rate, is how high can you push the data rate? Can you just generate more and more slices of communication resource at will. And the answer is that whatever strategy you use, whether you’re using time-division or code-division, there are fundamental ceilings set by the laws of nature on what you can actually achieve. Two factors determine what you can actually get with a chunk spectrum. So what we envisage here is a frequency axis, on the horizontal, and I’ve picked 20 megahertz not quite at random. But when you broadcast a signal that’s carrying anything, whether it’s speech, music, data, whatever, the frequency at which you’re broadcasting, or rather the energy, starts to spread out over the frequencies round your nominal transmission frequency. So if your nominal transmission frequency is here, as long as you’re not actually sending anything, all your energy when you’re not sending any information, all your energy is concentrated on that transmission frequency. As soon as you start to modulate the signal, put data on it, it starts to spread out. Now the bigger chunk of spectrum you allow yourself, the higher the data rate you can achieve. So seizing a bigger chunk of the spectrum allows you to up your data rate. In the end how much spectrum you’ve got to play with is one of the fundamental determinants of how high the data rate you can get with your wireless system. The other prime determinant is how the signal you’re putting out relates to the background noise. These set theoretical maxima. If your signal kind of drops down into the noise you can actually still get useful data rate through, but there’s actually a limit to what you can do. So basically you can’t have anything you want. What you can get depends on how much spectrum you’ve got, and how powerful a signal you can put out, so that the receiver can pick it out from the background noise. Generally using more spectrum gives you more benefit than pumping out a more powerful signal, rather surprisingly, so the general trend has been upwards. So in the second generation, that column I showed you was spread over 200 kilohertz. You go into a third generation, it’s a bigger chunk of spectrum, and then looking beyond the third generation there is this fourth generation which could be WiMAX, but looks as though it will be something called LTE, which is Long Term Evolution which would be based on using possibly a chunk of spectrum up to 20 megahertz wide. And that’s really what would give you the higher data rate coupled with a few extra efficiencies to do with how you use that hinterland of system that I showed you. And for reference wi-fi uses 20 megahertz as well. (29:08)

So with that mention of LTE, Long Term Evolution: the status of this is a bit uncertain at the moment. It’s meant to come after 3G, but 3G is really only just getting underway. We’ve seen that the economic arguments around 3G are quite hard to address if you do want a universal service throughout the whole country. What the case would be for aborting that and going straight on to 4G, or pressing ahead with the 3G and leaving the 4G till later, is not at all clear. Current thinking is that you’ll start to see some kind of 4G around 2010. The operators, the current mobile operators, are the people who would do the LTE. The WiMAX would be new entrants into the market. 
The mobile operators are quite interested in LTE, but it uses a completely different way of slicing up the resource, so it doesn’t use the time slicing used in 2G. It doesn’t use the code division used in 3G. It uses something else entirely, so it’s a completely incompatible system. You would have to have new dongles, new phones, the whole works, new base stations; and then behind the base stations that hinterland is changed as well. It becomes entirely IP-based, entirely Internet Protocol, so a complete overhaul over there. So big changes there to make that happen, and of course the operators don’t want to do it if they’re not going to make any money out of it, so the status of that is a bit unclear at the moment. 
Also, with the 3G system when those companies bid for spectrum about 8 years ago, you know, those spectrum auctions, with the chunks of spectrum they won came an obligation from Ofcom to cover a certain percentage of the population, something like 95% of the population, had to be converted by about now. So there were strings attached. Currently 4G has no official status and there are no strings attached to that, so if the operators did start to roll it out there is no obligation on them at the moment from Ofcom to make sure that everybody enjoys the benefit of it, or even 70% of the population or anything like that. In principle the operators could just roll it out in what they consider to be the most lucrative areas, so maybe commercial centres. Who knows?
So looking at where we are now, 3G has not yet reached the limit of its technical improvements. There are things you might have heard of like HSDPA, HSUPA, HSPA+. These are improvements to the 3G system. They are producing significantly better data rates, and it’s not at the end of the road yet. The case for immediately moving to 4G is perhaps not so clear. And we’ve seen that there are actually four 2G networks, five 3G networks; another question to bear in mind is could you possibly have four or five 4G networks as well, and how many companies could make a profit under those circumstances? So it’s not at all clear where all this is going to go, and whether we are going to have these wonderful services that have been talked about - such as downloading videos in seconds. 
Now this chap here, Professor William Webb who is at Ofcom, he says if you start up there, top-left, the 2G, you get your wretched data rates down there; but you do get a decent range in the region of kilometres. Move to 3G, your data rate goes up, but part of the sacrifice is the range comes down, and that would continue into your refinements such as WiMAX, HSDPA, which would typically give you data rates around here, and for comparison you’ve got this ADSL box in here. Wi-fi, which we have, gives us tens of megabits per second, but at still reduced data rates [error: should be ‘still reduced ranges’]. And this UWB - we needn’t say much about that, but needles to say it fits into the pattern. So what he’s saying is that there’s a history of trading off data rate against range. Well that kind of underlies what I was saying earlier. Anyway this is what William Webb thinks might happen: ‘Higher data rate systems are preferred [because everybody wants that] but with a shorter range can be economically deployed only in high-density areas. So we might expect a network where 2G is used to cover rural areas, 3G to cover urban and suburban areas along with key transport corridors, and W-LANs [that’s wi-fi] providing very high data rate in selected hot-spot locations such as airports’. So it would be in his spirit to lump in with this something like WiMAX, LTE, which again, he thinks, if I’m not putting words into his mouth, would really just service selected locations where you could make some money from putting on a high data-rate service.

Right that’s the position we’re in. I did say that I’d try and tease out some educational implications from this. I think that the system is reasonably economic for people to get these things, and for maybe an expectation that students would have them. I think the PAYG, the Pay as You Go, actually has benefits over the monthly subscription ones (not just because they could be cheaper). It seems to me if you’re taking this seriously you actually need to have 2 or 3 dongles, because if one operator has got a lousy service somewhere, then there’s a chance that another one might be better. So if you’re going to have 2 or 3, then you want to have the Pay as You Go service. You don’t want to be paying 2 or 3 subscriptions.

Now out in the rural areas, as you will have seen from that Vodafone map, you’re only going to get 2G, and that can be painfully slow. And also, let’s say you’re on a train, sitting by the window, what it means is that as your train zips through urban areas your rate could pop up, and then you get out into the sticks, it pops down again, you lose the connection, it comes back again as GPRS, pops up again. Whether you can tolerate this perpetual up and down depends on your temperament, but I think after you’ve tried it for a bit you think ‘Oh, be blowed; I’ll wait till I get to wherever I’m going to.’ So I can’t actually see people seriously using it in transit. 
It does deliver you from a lot of the ‘faff’ of trying to find wi-fi spots. So although wi-fi spots would theoretically give you a better data rate, my experience of using them is they’re an awful ‘faff’. You’ve got to pay some money, there are different operators in different places, they have different systems, and you think ‘Oh to hell with it!’ 
The data rates are so unpredictable that whether you could satisfactorily use it with a synchronous service depends really on the kind of synchronous service. Now if synchronous services are reasonably demanding of bandwidth, you might not be able to cope with if you’re stuck somewhere where you can only get 2G, even though the 2G would give you perfectly reasonable perhaps e-mail, or something like that. But you may find that for the synchronous stuff it’s just not worth the candle. 

If you go abroad you will still pay through the nose for this, so although the prices have taken a tumble here, abroad it’s still hideously expensive, although the EU Commissioner Viviane Reding is trying to put a cap on the rates abroad, the roaming rates. She may succeed. If she does, it will be cheaper, but it won’t be cheap. The one get-out clause for some reason is Three, who for some reason I don’t understand, out of sheer generosity, in certain countries will charge you the same rate as they do in the UK, and those selected countries are Sweden, Denmark, Italy, a few others, Hong Kong; but not France, Germany, Spain and not the US. So for the time being it looks as though it’s not really on, unless you’ve got deep pockets, to use this abroad. 
For the kinds of activities where your students might be on the move, they might be in the kind of job that takes them around, and you might want them to look into conferences to keep up to date, it seems to me that those students have probably already got an armoury of resources they’re used to calling on, and this is an additional one, and this with their other resources means that it’s probably not unreasonable to expect anybody like that to look in every couple of days to something that’s happening, maybe even 2 or 3 times a day if they’re not really stuck out in the Highlands of Scotland where such things are just not feasible.

That’s as far as I can go with teasing out the educational implications of this. I’ll just put in a plug for T325. I’ve been helping to create some material on this very subject covering some of the things we’ve talked about or I’ve talked about today. T325 is Technologies for Digital Media, it’s a 30 point course, having its first presentation now, three 10 point blocks. The first block is to do with energy and data storage, displays, perception, data coding - good old subjects for this department. Blocks 2: Intellectual Property and Security; and Block 3 is Mobile Broadband which looks at some of the technologies of 2G, 3G, 4G and network architecture, possibilities and limitations. The page proofs of that have just arrived in the last couple of days.
Allan’s_edits-AllanJonesMobileBroadband

12

